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Abstract—Traditionally, Internet Service Providers (ISPs) have
to interconnect with content providers to provide network ser-
vices to customers. Current business model that connectivity
and bandwidth become commodities has motivated ISPs to
distribute content and other application-specific services to their
customers using their own infrastructure. It is desirable for
ISPs to economize existing infrastructure to support a variety
of applications and services.

We propose a dynamic mesh-based overlay peer-to-peer infras-
tructure and illustrate its two examples usage cases among other
potentials. We describe several key techniques, namely capacity
classification, locality-awareness and incentive mechanisms for
construction of the tiered infrastructure. Through extensive
simulations, we show D-MORE scales well with an increasing
number of hosts, in terms of control overhead, link stress and
data path length, for supporting media distribution services.
We propose further improvements to enhance the D-MORE
performance, which brings up to 35% network resource savings
and up to 200% control overhead reduction in our simulations.

I. INTRODUCTION

Traditionally, Internet Service Providers (ISPs) and content
providers are independently responsible for supporting net-
work services. ISPs provide connectivity and bandwidth for
content providers, while content providers deliver content to
clients by utilizing ISPs’ service. However, recent research
indicates that the profit margin of ISPs are getting increasingly
diminished [1]. To increase the revenue and optimize the
resource utilization, ISPs have strong incentives to deploy their
own content distribution infrastructure. Even so, it is beneficial
to economize the existing infrastructure as much as possible.

Provisioning connectivity and media content services like
IPTV [2] in a provider network become popular since today’s
users are ready to receive media content at any time at any-
where. However, it brings new challenges to the design of the
ISP’s network: high volume traffic with the timing constraints
and reliable transmission requirements would demand a large-
scale, cost-effective media distribution infrastructure.

Therefore, this paper studies the issue of how to deliver
content (e.g., files, video) efficiently and reliably to a large
number of end hosts, relying on the existing network infras-
tructure. A lot of efforts, including application layer [3], [4],
overlay [5], [6], [7] and peer-to-peer [8], [9] technologies have
been pursued towards this end, against their network-layer
counterparts [10], [11]. Nevertheless, there are still efficiency,

resilience and scalability issues with these content distribution
services.

Our contributions in this paper are as follows. Firstly, we
propose D-MORE, a dynamic mesh-based overlay peer-to-peer
infrastructure, as a flexible network architecture which can
support various applications and services. Secondly, D-MORE
is a self-organized network infrastructure without relying on
the availability of delicately deployed network nodes, while
still ensuring reasonable efficiency, reliability and resilience.
Thirdly, we develop capacity classification, locality-awareness
and incentive mechanisms into the tiered overlay construction,
which makes the infrastructure more scalable and efficient. We
evaluate the ideas of D-MORE through extensive simulations.
Fourthly, we propose a self-improving protocol (D-MORE+)
in order to gradually enhance the performance of established
architecture. Notably, while the key techniques of D-MORE+
may be jointly used for providing efficient media distribution
services, they can be used independently to effectively ad-
dress scalability and efficiency issues in peer-to-peer overlay
networks.

The rest of this paper is organized as follows. Section II
gives a brief overview of related work. Section III defines the
terminologies used in this paper. In Section IV, the Dynamic
Mesh-based Overlay Peer-to-Peer Network Infrastructure (D-
MORE) is introduced, including its two-tier overlay struc-
ture. Section V gives three example services and applications
supported by D-MORE. As one of examples, we evaluate
the performance of D-MORE in supporting large-scale media
distribution systems in Section VI. In Section VII, we further
propose a self-improving protocol and evaluate its perfor-
mance. Finally, we conclude this work in Section VIIL

II. RELATED WORK

In this section, we briefly review previous work. They
are largely classified into four categories, namely, Content
Delivery Network (CDN), network layer multicast, application
layer multicast, overlay multicast and peer-to-peer systems.

A. Content Delivery Network (CDN)

The Content Delivery Networks (CDNs) have been widely
deployed into the today’s Internet to overcome the user per-
ceived QoS issues when users access a remote content, such
as a reduction of the end-to-end latency for clients, and a
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reduction of bandwidth occupation on the underlying network
links. For instance, YouTube [12], Limelight [13] and Joost
[14] rely on the CDNs to distribute files and videos in large-
scale.

Content replication is the key technology to improve the
scalability of CDNs. As shown in Figure 1(a), the content is
replicated from the original content server to a set of deployed
CDN servers which are placed at the network edge, close
to any receiver. However, such an infrastructure completely
relies on IP unicast to deliver content upon each client’s
request. It faces several critical issues due to the delicately
deployed infrastructure, e.g., scalability, replica designation,
and expensive setup and maintenance.

B. Network Layer Multicast

Multicast is yet another solution for delivering content to
multi-receivers. Network layer multicast (i.e., IP multicast)
was recommended as the most efficient way of supporting
group services. As shown in Figure 1(b), network multicast-
enabled routers replicate content packets and distribute them
to the end hosts. It is obviously more efficient and scalable, but
its reach and scope remain very limited due to many practical
and political reasons [6], [1]. For instance, it requires every IP
router to perform multicast functionality, which is not realistic
in today’s Internet.

C. Application Layer Multicast

In order to address the deployment issue, application layer
approaches have been proposed [4], [15], [16], [17]. Most
of they randomly select some end hosts to form an overlay

multicast tree, which replicate and deliver content packets
to other end hosts. As depicted in Figure 1(c), such an
approach only relies on IP unicast for content distribution,
which is unavoidably inefficient and unscalable, especially
when the last mile of the end hosts is congested or incapable
of supporting high outbound bandwidth.

Other application layer multicast examples such as [45],
[46] are developed from Chord [9] or Pastry [47], which
restrict the underlying topology to a certain structured P2P
overlay network. That is, nodes and objects in these systems
are assigned with random identifiers (e.g., nodelds and keys,
respectively) from a large ID space. To forward the packet,
each node maintains a set of neighboring nodes in the nodeld
space. Therefore, the performance of these approaches largely
depends on the pre-configured underlying structure.

D. Overlay Multicast

Application layer multicast is easy to be implemented and
deployed (e.g., [3], [16]), though scalability and efficient
issues remain unresolved. Hence, overlay multicast has been
recently brought into supporting large-scale content delivery
systems. Instead of depending on end hosts, overlay multicast
introduces overlay proxy as shown in Figure 1(d) to replicate
packets. It can largely reduce the traffic load on the last mile
of the end hosts. However, it still requires each ISP to deploy
several overlay proxies and to cooperate with each other,
which again faces the deployment and practical problems.

E. Peer-to-Peer Systems

In recent years, peer-to-peer technologies have attracted
considerable attentions from both the industry and research
communities. The widespread use of peer-to-peer applications
and network services such as Gnutella [18], PPLive [19],
indicate that P2P systems have potential of achieving resilience
and higher availability than server-client based models.

The main difference between P2P media distribution sys-
tems and application layer multicast or overlay multicast sys-
tem is peer management. In P2P systems, peers are organized
in a more flexible and self-disciplined way, not necessarily
into a dedicated structure. Differently, peers need to maintain a
strict order or structure to help transmitting media data among
users in application layer or overlay systems.

III. TERMINOLOGIES

To facilitate the understanding of our work, this section
defines the terminologies used in this paper.

« Rendezvous Point (RP) — A server or a proxy assists
managing group members and stores some required infor-
mation (e.g., performance related metrics). In some cases,
it can be used to manage access control and to perform
security related functions.

¢ Mesh — An overlay core, which is responsible for group
member management and overlay hierarchy configura-
tion. In this paper, the mesh is completely formed by
selected end hosts.



o Super Nodes — Some end hosts are chosen to manage the
group and to relay data from the overlay core to receivers.
Extensions of this work may specify the case when some
routers or content servers (e.g., CDN servers) are used as
super nodes.

o Clusters — Based on each super node, end hosts organize
themselves locally into a certain overlay hierarchy (e.g.,
a core-based overlay tree [20]).

¢ Out-degree — Available connections, namely, the available
number of connections that a node can establish.

o Uptime — The time duration from a node joining in a
session to its leaving the session.

IV. DYNAMIC MESH-BASED OVERLAY PEER-TO-PEER
INFRASTRUCTURE

Traditional centralized as well as decentralized overlay net-
work architecture approaches are not practical to support large-
scale applications or services because of the scalability issue
and lacking of interaction and correlation between overlay and
underlying networks. Other than existing overlay networks,
D-MORE is a two-tier overlay infrastructure as shown in
Figure 2, including a dynamic mesh and several locality-aware
peer-to-peer clusters. The configuration and maintenance of
such an infrastructure is implementation dependent, that is,
the entire overlay hierarchy can be re-configured according
to specific requirements (e.g., bandwidth, delay) and adapt
to dynamic changes (e.g., node dynamics). An example of
constructing a typical overlay mesh and clusters is specified
in Section V-A.
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Specifically, two phases are involved in the D-MORE
architecture construction: (1) an on-demand overlay mesh
establishment; (2) clusters formation.

« Different from aforementioned proposals in Section II,
the dynamic mesh as one of multiple forwarding solutions
is introduced to increase the throughput of the whole

overlay network. D-MORE distributes the task of group
management and data delivery to the super nodes (which
construct the on-demand overlay mesh), which can al-
leviate the server bottleneck at both available serving
bandwidth and management cost. Besides, it alleviates
the risk of one entity dependent reliability by distributing
the overload to a set of decentralized nodes.

e The clusters are mainly used to alleviate the control
overhead and shorten the service delay among users.
Importantly, locality-awareness has been introduced into
forming the clusters, which groups “nearby” peers into
the same cluster. In fact, the locality-based peer manage-
ment issues have been actively discussed in the research
community [21], [22], [23]. The proposed approaches
can be coordinately used in our proposal, for instance,
relying on CDN directions [22] peers can find nearby
peers in terms of end-to-end (e2e) delay. Through local-
izing the nearby peers, the service delay can be reduced
and more importantly cross-ISP traffic can be alleviated.
Whenever there are network dynamics (such as peers
joining/leaving) within a local cluster, they will not have
any impact on other clusters and thus, the total control
overhead can be alleviated even in dynamic scenarios.

The idea behind the D-MORE architecture is straight-
forward, but there are some challenges such as resilience,
scalability and efficiency. Firstly, the D-MORE needs to sup-
port a large number of con-current clients, which is the main
requirement from most existing network services (e.g., media
distribution, mobile networks). Secondly, since D-MORE re-
lies on an overlay hierarchy to distribute content, the efficiency
is another concern. Lastly, compared to IP routers, peers have
transient features. That is, end hosts may frequently join or
leave a service session at will, which increases the complexity
of establishing and maintaining such an overlay hierarchy.

Due to limited space, we briefly illustrate how above
three issues can be addressed through our strategies. Further
description can be found in [24], [25].

To achieve the scalability. high capacity (according to
service requirements) nodes have the higher priority to stay
near the overlay core. In this way, the available network
resources (e.g., bandwidth, CPU) for the whole service group
can be expanded. Besides, these nodes very likely get better
performance in terms of higher available bandwidth support
and less connection delay.

The aggregation of “nearby” peers can not only limit the
control overhead out of the local domain but avoid redundant
data transmission over the links or routers. Such a strategy
greatly improves the efficiency of data transmission.

D-MORE builds a mesh-based structure which increases the
robustness of media distribution, compared to any tree-based
structure. Besides, transient nodes and newcomers are expelled
from staying near the core of the overlay hierarchy. Even some
transient nodes may leave the group ungracefully, it won’t
cause a catastrophe on the whole overlay hierarchy.
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B. Message Format

To handle tasks such as peer management, overlay hierarchy
configuration and maintenance, D-MORE uses a common
format to carry both data and control packets as shown in
Figure 3.

The version field refers to the current version of the D-
MORE protocol. The overlay version field is used to prevent
loops and partitions from the overlay hierarchy. Since update
messages are independently disseminated to all members, there
is possibility that some messages might be lost and received
out-of-order by different members. These events could cause
loops and overlay partitions. In order to avoid these failures,
the RP will assign a monotonically increasing version number
to each newly generated overlay infrastructure for supporting
different services. The Option field in the header defines
various types of operation messages. Besides, Session ID and
Source ID are generated by the RP and guaranteed to be
collision free in each service session. Moreover, Sequence
Number is used to identify the received packets. For future
usages, Reserved is left for possible extensions. In this paper,
we use the term of peer and member interchangeably.

V. USAGE EXAMPLES

The above described infrastructure provides a great potential
to support a variety of network services, such as large-scale
media distribution services, IPv6 over IPv4 encapsulation and
building ad hoc networks.

A. Media Distribution Services

Compared with existing approaches, D-MORE is designed
to be more stable, efficient and applicable without relying
on predetermined intermediate nodes in the network and
potentially get better performance.

Let us explain why D-MORE is suitable for supporting
large-scale media distribution services. Firstly, though the tree-
based overlay structure is recognized as the most efficient way
of distributing data in a stable network, it is not effective under
dynamic scenarios since a pure tree structure has difficulties to
meet both high bandwidth and high reliability requirements.
The first difficulty is caused by the structure as the delivered

service quality to downstream nodes is limited by the mini-
mum bandwidth among the upstream connections along the
data delivery path from the source. For instance, a member in
a tree structure receives data only from its upstream node and
the data reception rate of this member can not be greater than
its upstream node. It is even more difficult in a core network
where each node is responsible for delivering a large amount
of media data to a whole cluster. Towards reliability, a pure
tree is much less robust than a mesh because a single node
failure or a loop can easily partition the entire tree and disable
the communications among group members.

Secondly, our design philosophy is motivated by the fact
that in most media streaming systems available bandwidth
resources possessed by a multicast group are insufficient
during the runtime, which can be easily observed from the
available bandwidth [26]. Therefore, we propose to use a
combination of available bandwidth [27], [28], [29] and uptime
to represent the capacity of each D-MORE aware host [30].
Obviously, if an application has additional requirements on
end-to-end delay or loss rate, these metrics can be jointly
considered during the overlay hierarchy construction.

1) Overlay Mesh Core: We first present the procedure how
the mesh core is configured according to the media distribution
requirements. For simplicity, the D-MORE framework relies
on a RP to bootstrap new members. Alternative solutions
include dynamic DNS [31], hardware assisted configuration.

o Step 1: After an initialization phase, the RP will calculate
the out-degree of each end host and classify them into
two categories: leaf nodes and non-leaf nodes. If one’s
out-degree is less than two, the end host is sorted as leaf
node because it can only receive data from the incoming
connection.

e Step 2: The information of two-category nodes are re-
spectively stored at the RP. Meanwhile, all non-leaf nodes
are placed in the order of their out-degrees and the
related information is reported to the source. On receiving
the list of ordered non-leaf nodes, the source selects
an application-specific number of them as super nodes.
Those nodes are expected to have higher capacities as
defined in [24], and used to manage the group. Those
end hosts can be given certain incentives to become
super nodes. For instance, ISP can issue a special deal
(e.g., flat rate) with the end hosts in order to encourage
them to become contributors. In the initialization stage,
high capacity nodes refers to nodes with higher available
outbound bandwidth since the current uptime for all
members is zero.

o Step 3: After being selected, the super nodes organize
themselves into a mesh rooted at the source. The con-
struction of such a mesh is mainly motivated from [32].
To efficiently manage the group, the capacities of each
super node are also stored at both the source and the RP.

As identified in [33] that there are significant portion of long
lifespans of stables nodes in reality, a number of high capacity
nodes can be selected as super nodes. These high-capacity



nodes are expected to get better performance if they are able
to and willing to make more contributions to the network .

2) Overlay Cluster: Based on selected super nodes, clusters
will be formed to connect with the super nodes.

o Step 1: After constructing the overlay mesh, the next step
is to form core-based clusters. Each non-super node will
firstly consult its local cache for super node candidates.
If there is no suitable candidate, it queries the RP imme-
diately. Then, the requester caches these newly received
candidates, from which it selects the best one based on
e2e latency measurements.

o Step 2: Those non-super nodes sharing the same super
node will form a local cluster. The cluster formation is
initiated by the super node which answers for informing
the RP and contacting the source. Generally, certain
number (due to the super node’s available bandwidth)
of end hosts with higher capacity will be selected as its
immediate children. This operation guarantees that the
multicast tree within each cluster meets the bandwidth
need of media streaming applications.

o Step 3: Afterwards, direct children of super nodes choose
some nodes with higher capacities (i.e., out-degree, e2e
latency) as their children. This selection method will
expedite the convergence of the tree and alleviate the
average latency.

The iteration will continue until all cluster members join
the tree, and accordingly the control hierarchy is constructed
for the multicast group . For the sake of resilience, each
node in the local cluster should keep some information of
its relatives in the local cache. In this paper, these entities
(ancestor, children and siblings) are denoted as relatives.

3) Media Data Transmission: Suppose a corresponding
communication channel between the source and RP is built
before data transmission. A respective data channel between
two entities is established by exploiting the existing protocol
stacks such as UDP/IP or TCP/IP. The data channels utilize
IP unicast according to the underlying IP transport scheme.
Basically, media data is replicated and forwarded by the super
node using top-down approach throughout the entire cluster.
Detailed description is provided in [24].

4) Message Types: To support media distribution services,
D-MORE defines seven pairs of control messages following
the format defined in Section IV-B. Each pair of control
messages will be exchanged between the D-MORE aware
entities in a request-and-response way.

o Subscription Request and Response - Group members get
the address of RP from the DNSs.

o Ping_RP Request and Response - During bootstrapping,
each member of the group gets a list of available super
nodes from the RP, containing at least

o Join Request and Response - A newly joining member
sends request in order to join the multicast session and
gets corresponding

o Status Request and Report - To request the status reports
from relatives, and accordingly to send reports to them.

o Probe Request and Response - To probe whether the
target node is still active or not.

« Inactive Report and Response - To inform the other group
members that the target node is inactive.

o Refresh Request and Response - To maintain the over-
lay hierarchy, they are used to periodically update the
capacities (such as uptime, out-degree) of

To adapt to dynamic network changes, each end host main-

tains the overlay core by periodically updating its capacities.
For example, it periodically exchanges Refresh messages with
its neighbors. If node A cannot receive this message from
its neighbor, suppose node B, within the Refresh timer, node
A will send a Probe request to node B. If there is still no
Response returned, node B will be confirmed to be inactive by
a certain time. Then, the Status report, indicating node B being
inactive, will be used to inform the rest of group members.

B. IPv6 over IPv4 Encapsulation

A next generation Internet protocol [34] has been under
development by the Internet Engineering Task Force (IETF)
for several years to replace IPv4. One of the major issues
during the development of IPv6 is how to support transition
away from IPv4, and towards IPv6. The main transition design
effort brings the basic transition mechanisms specification
for IPv6 routers and hosts, which uses a dual IP layer to
support both IPv4 and IPv6, and IPv6-over-IPv4 tunneling. It
encapsulates IPv6 packets within IPv4 headers to carry them
over IPv4 routing networks. It is expected that IPv4 and IPv6
will coexist for several years during the transition.

The first issue immediately raises: how to provide connec-
tivity between IPv6-enabled end hosts sites when native IPv6
transport services cannot be provided?

D-MORE can support connection of IPv6 end hosts via IPv4
clouds without relying on IPv6 exterior protocol (e.g., BGP4+
[35]) or upgraded routers support. Here, we assume that some
end hosts have dual stacks which can support 6to4, such as
advertising the appropriate routing prefix locally. Those end
hosts can be given certain incentives to become super nodes.
For instance, ISP can issue a special deal (e.g., flat rate)
with the end hosts in order to encourage them to become
contributors. In order to increase the robustness of the service,
each super node is required to maintain the communication
with all other super nodes. Once a super node leaves, D-
MORE searches a local end host to replace it. Detailed
description of handling super nodes leaving can be found in
[24].

Take an example in Figure 4 to illustrate how D-MORE
supports 6to4 encapsulation. Assume that before the packets
can be transmitted, the two-tier overlay hierarchy of the D-
MORE infrastructure has been established and dynamically
maintained through above proposed approaches.

Suppose a node H; in the customer site (s1) generates IPv6
packets destinated for IPv6 end host (H5). During bootstrap-
ping of D-MORE, the address of the super nodes is maintained
at each end host. Once IPv6 packets routed throughout the
cluster, they can be sent to the arbitrary super node. When
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reaching the super node of s;, namely E;, the IPv6 packets
are encapsulated within IPv4 packets and routed through the
overlay tunnels. Before sending through the specific tunnel,
each super node performs a mapping lookup either through
a D-DNS server or a centralized database. Such a mapping
contains an IPv6 address of end hosts and designated super
node. For example, the address of Hy is mapped to E5 which
is the super node of IPv6 customer site (s3). Then, the IPv6
packets are sent through the overlay tunnel between E; and
E5. During the tunnel transmission, these packets are regarded
as ordinary IPv4 packets through routers. After arriving at the
E5 node, the IPv6 packets are decapsulated and routed to the
destination node.

C. Ad Hoc Network

In wireless ad hoc networks, nodes rely on other nodes to
forward their packets so as to reach the destination nodes.
Therefore, ad hoc networks and overlay networks have the
common feature that end hosts may relay traffic for which
they are neither senders nor receivers and hence from this
point view there is no distinct difference between end hosts
and routers in both networks. Besides, both networks need to
be adaptive to network changes (e.g., network failures) and
group member changes (e.g., members joining/leaving).

Since D-MORE is built on an overlay infrastructure, it
naturally fits for ad hoc networks. There are several advantages
of building ad-hoc networks using D-MORE. Firstly, it is
easy to deploy since no protocol comparability requirements
is necessary at the OS or hardware level. Secondly, it is
flexible to support or customize different network services,
such as media distribution, 6to4 encapsulation or security
considerations. Again, the challenges of using D-MORE to
support ad hoc routing is possibly an additional overhead, such
as control and computation overhead to establish and maintain
the overlay hierarchy.

1) Mobile Ad Hoc Routing: Existing overlay tree-based
approaches for mobile ad-hoc routing, e.g., [36], [37] rely
on core-based spanning tree in which all nodes depend on a
single root. Each node exchanges data with its relatives along
the tree as mentioned in Section V-A2. The information of
the relatives has to be maintained at each node (e.g., entries
in its RelativeTable). However, such a configuration is neither

reliable nor efficient due to the following reasons. First, it is
vulnerable to single node failures since if the root node fails
all others nodes are unavoidably affected. To recover from the
failures can be a long time. Second, even the root’s failures
can be quickly detected the information of group members
is lost. Third, scalability is certainly another concern of the
single root-based tree structure. It is quite difficult to bootstrap
numbers of mobile nodes through single node.

Differently, D-MORE can efficiently overcome above three
issues through the following strategies.

¢ D-MORE maintains a dynamic mesh for multi-source ad-
hoc routing. If one of the super node fails, either one
of its children or other super nodes can replace it [24].
Besides, due to the construction strategy, long-lived high
capacity nodes will be used as super nodes, which can
largely increase the robustness of D-MORE architecture.

o If some super nodes happen to leave ungracefully, the
information of its cluster members can be recovered since
super nodes maintain the established mesh via periodic
message exchanges. As the number of selected super
nodes are proportional to the entire group, the control
overhead of maintenance of such a mesh could not be
higher than perserving a whole routing tree. Moreover,
updates among relatives are limited within each cluster
and therefore, the overhead is limited.

+ D-MORE distributes the management overload through-
out the mesh. The super nodes can help bootstrapping
newcomers according to different service requirements
(e.g., e2e latency, available bandwidth).

2) Messages: In D-MORE, each node periodically broad-
casts Refresh messages within each cluster in the substrate
network. This message is used to (1) obtain knowledge of
existing super nodes; (2) update its capacity to other nodes;
(3) learn the status of neighboring nodes; (4) establish con-
nections with new neighbors (e.g., through Join Request); (5)
detect failures of relatives. Each node processes every refresh
message that it receives.
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Fig. 5. Refresh Message.

For simplicity, we show the updated Refresh message in
Figure 5. The first six fields are the same as described in



Section IV-B. The Sender Addressis the address of the sender
in the substrate. Length and format of this field is decided by
the type of the substrate network, for example, if the substrate
network is the Internet, the Sender Address can be composed
by an IP address and a port number. The Super Node ID
is used to track the logical address of certain super node.
The Capacity indicates the metric to select node’s relatives.
In reality, to achieve a better performance of ad hoc routing
protocol the metric can be e2e latency or the reachability
among nodes when computing a better route. The TTL refers
to the maximum hop the sender can send out the message.
This value is mainly used to avoid flooding and to restrict
the message within the cluster. The Relative ID indicates the
relative of the sender of this message.

VI. PERFORMANCE EVALUATION

So far, we introduced three usage cases supported by D-
MORE, due to the limited space we only focus on evaluating
the first usage case of media distribution using D-MORE
framework due to the emergent need of supporting media
streaming over the Internet [38].

In the following analysis, we seek to evaluate the perfor-
mance of D-MORE via simulations in OMNeT++. To observe
large-scale network behaviors, setting up the testbeds with at
least thousands of nodes is hardly feasible. Therefore, using
the network simulator OMNeT++ is a good way of demon-
strating the efficiency and robustness of network protocols. In
the following experiments, an Intel Core 2 Duo machine with
6 GB of RAM was used.

Furthermore, a single media server is modeled as the data
source generating a constant bit rate data. In fact, D-MORE
framework can support multiple source media distribution,
however, we focus on single source-based multicasting to
evaluate the fundamental ideas.

A. Simulation Setup

In our simulation, we use the same scenario following the
description in [4], which generates a churn of arrival and
departure end hosts during a runtime. In brief, the churn model
includes three subsequent phases:

« Join Phase: During the first 200 seconds, a set of 128 end
hosts uniformly join the multicast session. It demonstrates
whether the systems can well accomodate flash crowd,
that is, many nodes join the session in a short time.

« Stabilization Phase: Within 1,800 seconds the overlay is
kept stabilized. There are no membership changes during
this phase.

o Leaving Phase: After the stabilization, 16 randomly
selected members leave over 10 seconds. This phase
repeated four more times at 100 second intervals. To
verify the resilience of DMMP, ungraceful leaving has
been simulated during the four-time leaving phases, and
therefore the total simulation time is 2,400 seconds for
each runtime.

TABLE I
MAXIMUM DEGREE DISTRIBUTION

[ Maximum Degree [[ Probability
1.0 0.4
3.0 0.2
7.0 0.2
10.0 0.1
14.0 0.1

1) Protocol Stack: D-MORE is designed with 1) applica-
tion layer (multimedia application); 2) D-MORE overlay; 3)
transport layer (UDP); 4) network layer (IP); and 5) link layer
(PPP). In our simulation model, the physical layer stack has
not been considered in detail since our focus is on the upper
layers. When a frame is sent over a link, we assume that
the transmission time relies on the link’s bandwidth capacity
and propagation delay. We use PPP as the default link layer
protocol.

In the following simulations, the following data is triggered
at each end host.

(1) The children in the local cluster (number, IP address,
etc.).

(2) The mesh neighbors (IP address, available degrees).

(3) The super nodes (IP address, number, maximum degrees).

(4) The buffered joining requests.

(5) The candidate parents.

The information of category (2) and (3) is only used by
super nodes since there is no need to other group members
to remember all other super nodes. However, the candidate
parents are required by all non-super nodes. If a non-super
node is partitioned from the multicast session, the information
of candidate parents can facilitate rejoining procedure.

2) Network Topology: We use NED-oriented topology al-
gorithm to create the underlying network topology, which
is easy and efficient [39]. In our simulation, the underlying
network is configured with two types of routers: backbone
routers and access routers. Each access router is connected
with one backbone router. End hosts are placed dynamically
into the topology graph, depending on the churn model [39].
Every end host is connected only with one access router via
PPP, which is randomly chosen when the end host is created.

3) Initial Parameter Settings: Unless otherwise specified,
the following default parameters are used in our simulations.
Other application-specific parameters for D-MORE has been
defined in our initial paper [25].

« Source Bit Rate: The data source generates a constant bit
rate data and sends to the group. The value of bit rate
varies from 64 kbps to 256 kbps.

o Link Capacity: The link capacity used in the following
simulations is heterogeneous. We set totally 14 types of
the channels with the variants of delays and data rate.
The delay varies from Oms to 15ms, and the data rate
varies from 128 kbps to 100 Mbps, which is in accord
with current link capacity distribution [40].

In the following scenarios all links between access routers
and attached end hosts have the same propagation delay. As
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we assume that there are a large number of free-riders [24]
over Internet, we set the maximum degree “ONE” of the
access network with the probability of 0.4. The out-degree
distribution is listed in Table 1.

Besides, we rely on a respective model to estimate the avail-
able bandwidth of each end host, which is used to calculated
the out-degree and capacity. Though there are other possibil-
ities of estimating available bandwidth, for example, probing
based estimation, we currently use the straight-forward way to
measure the available bandwidth. For an accurate bandwidth
measurement, it can be considered in the future development
of the simulation.

4) Data Collection: The focuses of our evaluation are
typical metrics, such as control overhead, stress, and data path
length [41], [42]. For fairness, in the first evaluation we only
compare the results with group size up to 512 since Narada can
only support small number of end hosts [4]. The performance
metrics are measured through the following methods in our
simulations:

o Stress: Since the overlay network dynamically changes,
the stress changes over time. Router stress mainly refers
to the number of identical copies of a packet forwarded
by a router. Link stress is the number of identical copies
of a packet carried by a physical link [3]. Therefore, it
requires to track each data packet sent from the source.
As indicated in [3] that the number of links/routers should
be counted with the ones that actively participated in
data transmission. By modifying the basic model of IP
routers in OMNeT++, D-MORE aware routers are able
to record the number of forwarded messages. Thus, the
router stress can be easily measured. In the following
measurement, the load of the end host is calculated as
the stress of the last-hop link, so-called link stress.

o Control overhead: The control overhead is mainly
caused by establishing and maintaining the DMMP-aware
overlay network. To be consistent with the commonly
used metrics, for example in [6], the control overhead is
counted with the number of control messages.

o Packet loss rate: As media applications are more tolerant
to the packet loss than to the delay. Nevertheless, if the
data delivery tree is partitioned for a long time the video
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service is unavoidably affected. Thus, we numerate the
received video packets at each end host and accordingly
determine the loss rate. In the simulation, the number
of packet lost can be perceived via the gap between the
sequence numbers within two subsequent received pack-
ets. For instance, if the difference between the sequence
number in the newly received packet and that in the last
received packets is two, two packets have been lost.

« Data path length: To be consistent with the metrics used
in [4], the data path length is recorded in a hop counter in
each data packet. Once a router or an end host forwards
the packet, the hop counter increases by one. Till the
packet arrives at the dedicated end host, the data path
length is finally remembered as the total hop counter.

Remark that we do not measure the e2e latency and delay
performance due to the following two reasons: 1) optimization
of e2e latency is not the first aim of D-MORE, though it has
been considered during the cluster formation; 2) we measure
the data path length instead, which can be regarded as a more
reasonable metric for evaluating the efficiency of application
level multicast since one overlay link may traverse several
underlying physical links.

B. Simulation Results

We select Narada [3] and NICE [4] as two benchmarks for
the performance evaluation as most recent systems [43], [44]
origin from them and additional features in the new systems
are not essential for the following comparisons. Other systems
such as [45], [46] restrict the underlying topology to a certain
structured P2P networks and therefore and therefore are not
proper for the general topology in following simulations.

Narada (ESM) is one of the first application layer multicast
protocols, which is currently a commercial product for sup-
porting media streaming applications. It uses a full-mesh to
construct the overlay hierarchy. Differently, NICE relies on a
multi-layer overlay hierarchy to distribute content.

1) Control Overhead: Figure 6-(a) the mean value and the
standard deviation of control overhead at the access links of
the end hosts. Each symbol in the plot represents the average
value of the control traffic in form of kbps sent and received
by the group members. Since the control overhead for NICE
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and D-MORE is very similar, we draw Figure 6-(b) with
specifically considering NICE and D-MORE. Obviously, the
control overhead of Narada is much higher than both NICE
and D-MORE. For example, in order to maintain a group with
500 end hosts the control overhead exceeds 200 kbps. The
simulation results again identify that Narada is only useful
for small-size or medium-size multicast group. Otherwise, the
control overhead to maintain a large group will overwhelm the
network resource.

When the group size is larger than 300 the average control
overhead of D-MORE decreases 20%, whereas the control
overhead of NICE increases more than 60%. The fact is
resulted from the following three reasons. Firstly, if a new
member wants to join the NICE overlay, it must start from
the basic layer. If there are a small number of existing users,
the layered hierarchy contains a limited number of layers and
control overhead is not high. When the group size gets larger,
the NICE layer becomes much higher. In order to join the
group, the message exchanges from the basic layer till the
highest layer could be very high. Second, each NICE cluster
needs to periodically track its size (cf. [4]), and based on
the detected size it either splits itself or merges with another
small cluster. Such an operation is useful to keep the hierarchy
stable. However, if the group size is very large the control
overhead for such an operation is unavoidably high. Third, if
there are several leaders (which are the members located in the
core of the layers) happen to leave at the same time, the control
overhead and loss rate grows rapidly because all partitioned
nodes need to rejoin the session from the basic layer again.
It can explain why the control overhead of NICE increases so
fast when the number of group size becomes large.

Only when the group size is less than 256, the control
overhead of D-MORE is bit higher than that of NICE. It is
because of the high proportion of existing super nodes. The
frequent message exchanges among mesh members may result
in a bit higher (less than 30%) control overhead. Though D-
MORE has a bit higher control overhead if the group size is
less than 256, it is still quite low (less than 2 Kbps).

To summarize, Narada causes much higher control overhead
than D-MORE and NICE. When supporting a large group
(e.g., more than 300 end hosts), D-MORE can alleviate more
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than 200% control overhead compared to NICE.

2) Stress: Figure 7 and 8 show the router stress and link
stress for three protocols as the group member size evolves.
For each metric, we present the mean value and standard
deviation.

D-MORE members aggressively find good points of at-
tachment (e.g. high bandwidth support and relatively low e2e
latency) to join the group in the overlay topology. Because
of the locality-awareness considerations, the nearby members
in the D-MORE architecture are very likely grouped into the
same cluster, and therefore the router stress and link stress
would be kept low.

As expected, the link stress of D-MORE is quite stable,
comparing with NICE or Narada. The performance of NICE
is much worse than D-MORE and Narada when the number
of group size is less than 50 and the performance of Narada
degrades very quickly when the group size increases. However,
D-MORE is more adaptive to group size changes. Moreover,
the link stress of D-MORE is very competitive to that of NICE.
It is also interesting that the link stress is kept quite constant
even when the group size evolves. We believe that the dynamic
mesh-based overlay hierarchy is efficient and beneficial for
distributing media data to a large number of end hosts.

Another fact is that D-MORE can achieve much better
performance regarding the router stress when the group size
is less than 256. However, NICE eventually has lower router
stress (30% less than D-MORE when the number of end hosts
is 512). The main cause for the quality degradation is that
the established D-MORE aware overlay mesh may not be
optimized during the runtime, due to dynamic membership
changes (e.g., members joining/leaving). Therefore, we pro-
pose a self-improving protocol for D-MORE in Section VII
to improve the quality of the established D-MORE overlay
mesh.

3) Data Path Length: Figure 9 plots the average path length
and the deviations for Narada, NICE and D-MORE with
different group sizes. In D-MORE, some high capacity nodes
perform as super nodes which can distribute media data in a
highly decentralized way. Therefore, the quality of data path
in D-MORE is expected to be relatively high and kept stable.

In some cases, D-MORE has shorter data path length (e.g.



when group size is lower than 100). In other cases, the data
path length of D-MORE is a little higher than Narada and
NICE (e.g. when group size is larger than 128). Surprisingly,
with 512 end hosts D-MORE has shorter data path length
compared with the performance offered by NICE or Narada.
It is mainly owing to super node selection strategy in our D-
MORE framework [25]. With more super nodes, end hosts
have higher probability of finding better serving parent nodes
with regards to shorter delivery paths.

The last important issue is that the data path length of D-
MORE is relatively unstable. We believe that established D-
MORE clusters may not be optimized due to the membership
changes, similar to the router stress which has been observed
in Section VI-B2. Actually, the data path length can be opti-
mized through carefully selected number of super nodes and
shortening the refresh intervals (current setting is five seconds).
If do so, the control overhead will unavoidably increase since
more message exchanges are required to maintain the mesh
core.

Nevertheless, the evaluation of data path length will not be
further investigated in the following analysis since optimiza-
tion of data path length is not our main target.

VII. SELF-IMPROVING PROTOCOL (D-MORE+)

As observed above, the constructed two-tier overlay hier-
archy may be sub-optimal when the number of end hosts
gets larger. It is understandable due to two reasons. First,
when the group size is large, the complexity of managing end
hosts increases. Secondly, the dynamic changes of end hosts
deteriorate the performance of established overlay hierarchy.

Therefore, we propose a self-improving protocol to grad-
ually optimize the D-MORE framework through the follow-
ing two algorithms: mesh self-improvement and cluster self-
improvement.

A. Mesh Self-improvement

In D-MORE+, the mesh members periodically exchange
messages with each other in order to track the dynamic
changes of other mesh members. As we mentioned in [25]
the number of interleaved spanning tree (ST) has a great
impact on the efficiency of the data delivery. However, due to
dynamic membership changes the quality of the established in-
terleaved ST may degrade. To get an incremental improvement
of the mesh quality, D-MORE+ allows periodically adding
additional high-performance links and dropping existing low-
performance links.

1) Addition of Mesh Link: Mesh members probe each other
at random and new links can be added depending on the per-
ceived utility gain. Here, utility is defined in Algorithm VII-Al
to reflect the mesh quality. Following this algorithm, members
continue to monitor the utility of the existing links, and drop
links which are perceived as useless. Our target here is to
provide a good-quality mesh which can ensure between any
pair of mesh members, the paths along the mesh can provide
better performance comparable to the performance provided
by the unicast path between them. To illustrate the idea, we
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provide an example of adding useful links between a pair of
D-MORE mesh members.

Algorithm 1 Utility for Mesh Self-Improvement
for for member v do

U(u,v) =0
CL = current latency between u and v along the mesh improve-
ment

NL = new latency between w and v along the mesh
if new edge w-v is added
if NL < CL th
¢ - NL
U(u,v) + =
end if
end for

CL

Let v be a super node, v randomly selects a non-adjacent
super node, say w, and sends a request for u’s routing table
as well as it’s current available mesh degree. On receiving
the routing table, v evaluates the utility of the link {u, v},
namely, U(u,v). Suppose latency is used as the routing metric,
v measures the RTT between v and v. In this case, the utility
U(u,v) is calculated in the algorithm VII-A1.

The above algorithm is similar to the one proposed in [3],
however, different from their design function we extended
the algorithm with gain considerations: v evaluates how the
performance of its routes could be significantly changed if
link {u,v} is added. That is, we propose a utility threshold to
evaluate whether the adding link between them is desirable.
Such a threshold depends on the number of existing super
nodes, and the available mesh degree of u and v. If U(u,v)
exceeds the threshold, v should send a request of adding a
link to w if w still have available mesh degree. The complete
message flow is shown in Figure 10.

2) Deletion of Mesh Link: Besides periodical adding ef-
ficient links to the mesh, each mesh member periodically
considers dropping an inefficient link. Dropping a link is easier
than adding an extra link since it may require no message
exchange. For example, v updates the last routing updates
received from its neighbors and computes the consensus cost
of each link, such as {u,v} as described in [3]. In Narada
each group member can be selected as a source, however,
our case only considers one source and therefore, it can be
useful to focus on optimizing the routes from receivers to the
source. It is not wise to drop a link which is along the shortest
path between v and the source, or between u and the source.
Otherwise, it impacts on all optimal links of v and u. As a
complimentary to [3], we propose the approach as follows.

Suppose c is the minimum value of the computed consensus
costs. If ¢ is below the consensus threshold that relies on
v’s current available mesh degree and the number of super
nodes, the corresponding link {u, v} is dropped. To drop the
link, v notifies u by sending a dropping message, and both of
their super nodes update their internal database, in particular,
the routing tables. If the message is somewhere lost, v sends
the message again when it receives the next refresh message
from u. Through this way, the inefficient links can be easily
dropped.
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B. Cluster Self-improvement

We suggest the self-improvement mechanisms in cluster
since a cluster member having a higher capacity than its parent
node should be promoted to expand the available bandwidth
for downstream members. Basically, the direct children and
their parent can swap their positions. After promotion, the
former child becomes the new parent and its former parent
may become the current child. However, there are still some
factors affect the mechanism:

« the number of nodes involved in the promotion

« the reliability of participated nodes

o after promotion, the re-construction of the existing tree
may be complicated since the promoted child may have
not enough bandwidth to accept all existing end hosts as
its children.

For simplicity, we describe the idea by taking the following
example. In Figure 11, suppose that node 1.1.2 has much
higher capacity than its parent 1.1 based on the capacity
comparison. Then, node 1.1.2 sends a promotion request to
node 1.1. After a certain proof (e.g. authority check), node
1.1 acknowledges the request and sends back a status report
which contains the address of node s. Here, it is necessary that
node 1.1 waits till node s has received the breakup request.
Otherwise, the join request from 1.1.2 may arrive earlier,
which will cause a loop in the overlay tree.

Then, node 1.1 breaks the connections with node s and
1.1.2. However, node 1.1 keeps node s as its backup parent
in case node 1.1.2 is leaving or unreachable. Moreover, node
s considers node 1.1 as it temporary child. At the same time,
node 1.1.2 contacts node s and notifies node 1.1 to be its
child. Once node 1.1 receives the notification and rejoins the
tree as the child of node 1.1.2, it may break the connection
with node 1.1.1 if node 1.1.2 still has available capacity. In
the following example, node 1.1.2 can support at least three
children. Therefore, after the first swap, the node 1.1.1 requests
to join as one child of node 1.1.2.

The message flow of the promotion example is shown in
Figure 12.
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Due to our strategy of constructing the overlay hierarchy,
nodes at the bottom level of the overlay are either transient
nodes, leaf nodes or new comers. The above cluster im-
provement algorithm allows the newcomers who have higher
capacities could “climb” from the bottom to a higher level
after some switching stages. In reality, it is very important
for new customers who have high capacity and willing to
share their resource can get better quality of service. For
example, a newcomer at the lower level could switch with its
parent if its capacity exceeds (over a predefined threshold) the
current parent. Nevertheless, an appropriate threshold should
be chosen to avoid unnecessary switching since if the child
has a smaller bandwidth support, it will be ultimately placed
below the parent. The main goal of doing this is to reduce
the impacts of frequent changes in the overlay so that only a
small part of the overlay multicast tree will be affected and
needs to be re-constructed after dynamic changes.

C. Performance Evaluation

In the following section, we only focusing on evaluating
self-improved D-MORE (D-MORE+) through control over-
head and stress comparisons. As Narada is incapable of
supporting large number of end hosts, its performance is
omitted in the following evaluation.

1) Control Overhead: In Figure 13, we measured the
control overhead with regards to different group sizes for
NICE, D-MORE and D-MORE-+. The control overhead used
to maintain the NICE overlay hierarchy is much higher than
both D-MORE and D-MORE+. For example, NICE may cause
3 times more control overhead than D-MORE+. The main
reason causes a phenomenon is the maintenance of multi-
layered hierarchy in NICE is very costly especially when the
group size is large. Differently, because of using the dynamic
mesh-based clusters, the control overhead in the D-MORE
framework is constraint within the locality, except for few
frequent message exchanges in the mesh core.

Furthermore, the control overhead caused by D-MORE+ is
even less (25%) than D-MORE because the optimized overlay
hierarchy can reduce the message exchanges for joining the
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multicast session. Suppose high capacity nodes have been
promoted to the high level of the hierarchy, it is easier for
newcomers to find available parents to join the group. Note
the above results are obtained in a relatively stable scenario,
for dynamic scenarios, the results may be slightly different
[25].

2) Stress: Figure 14 shows the comparison of router stress
with various group sizes. Compared with NICE, D-MORE+
has much less router stress (more than 25%). Similar to which
has been observed in Section VI-B2, the performance of D-
MORE-+ is quite stable regardless of the group size changes.
When the group size gets larger, the router stress caused
by NICE increases whereas the performance of D-MORE+
still keeps stable. In a comparatively stabilized circumstance,
the self-optimized D-MORE mesh and clusters can provide
highly efficient data delivery by adding efficient links and
deleting inefficient links and as well as promoting high capable
nodes near the overlay core. Differently, when the group size
becomes large NICE has even deeper layered hierarchy and
more separated clusters within each layer, which enlarges the
possibility of redundant transmission over the routers. Thus,
D-MORE can provide more efficient data transmission than
NICE.

Compared with D-MORE, D-MORE+ has much less router
stress (max. 25%) as D-MORE suffers from redundant packet
copies through unoptimized overlay hierarchy especially when
the group size is large. When the group size is larger than 300,
D-MORE+ can achieve 50% less router stress than D-MORE
because the optimized overlay hierarchy can avoid redundant
transmission of media packets. It eventually reduces redundant
copies through the routers.

Figure 15 depicts the comparison of link stress among
NICE, D-MORE and D-MORE+. Compared with NICE, D-
MORE+ has comparatively less link stress (over 30%). Espe-
cially when the group size is larger than 1,000, D-MORE+
can save up to 35% network resource over links than that of
NICE. In a relatively stable scenario, the multi-layer hierarchy
of NICE cannot be useful to reduce the redundant transmission
over links since locality-awareness has not been considered
during the construction. Suppose two NICE members locate in
the same cluster, they can be actually far from each other in the

underlying network. Therefore, it dramatically increases the
duplicated transmissions over links and routers. Differently,
our self-improved D-MORE not only optimizes the link stress
but alleviates router stress due to both locality-awareness
considerations and self-improvement mechanisms.

Without the self-improvement, D-MORE causes higher link
stress than NICE. It is predictable since unoptimized overlay
hierarchy can cause more duplicated data packets over links.
However, due to our locality-awareness strategy, the perfor-
mance of D-MORE is still relatively stable.

Obviously, D-MORE-+ can achieve much better performance
(30%) than D-MORE. Moreover, due to the gradually op-
timized overlay hierarchy the link stress of D-MORE+ is
quite stable. Such an observation exactly demonstrates that the
D-MORE+ protocol is very helpful to improve the stability
and efficiency of the data delivery in the D-MORE frame-
work. When the group size gets larger than 1,000, the self-
improvement mechanisms outperforms by alleviating more
redundant transmissions among the links.

Therefore, based on the above observations we can con-
clude: 1) D-MORE+ can achieve more efficient data delivery
than NICE and D-MORE; 2) control overhead caused by the
D-MORE and D-MORE+ protocols is stable and much less
than that of NICE, even when the group size becomes large. 2)
D-MORE+ can largely enhance the performance of D-MORE
in a relatively stable environment. That is why the link stress
and router stress can be kept stable and low even when the
group size is large.

VIII. CONCLUSIONS

In this paper, we proposed a flexible network infrastructure,
D-MORE, which can efficiently and reliably support a variety
of content delivery applications and services. During con-
structing such a tiered infrastructure, we developed capacity
classification, locality-awareness and incentive mechanisms.
Through extensive simulations, D-MORE has been demon-
strated to be more efficient and scalable to support media
distribution services. Further, we proposed a self-improving
protocol in order to gradually enhance the performance of
established D-MORE architecture. Our results show that the
self-improved D-MORE can save 35% network resources and



causes 200% less control overhead than existing protocols.
Thus, we can argue that the dynamic two-tier hierarchy has
potential of efficiently serving large-scale content delivery
services.

Observing the above results from the multiple experiments
over different scenarios, we can conclude as follows.

o« D-MORE(+) is more adaptive to different group sizes
than both NICE and Narada since the router stress and
link stress of D-MORE are maintained relatively stable
when the group size grows.

o The control overhead caused by D-MORE(+) is much
less than that of NICE and Narada. Thus, D-MORE has
the potential of supporting large-scale group size. While
the control overhead of NICE and Narada increases in an
impressive way when the group size gets larger than 300,
the control overhead of D-MORE(+) is less affected and
kept stable.

e« D-MORE+ can provide more efficient data delivery due
to gradually improved quality of constructed overlay
hierarchy and locality-awareness strategy. As it causes
much less router stress and link stress, D-MORE+ is
desirable for ISPs to save network resources.

To validate above proposed D-MORE in a real testbed, we
are currently implementing and demonstrating its performance
in large scale networks (e.g., PlanetLab [48]). We are also
interested in developing more efficient methods through con-
sidering other factors into the scalability and resilience issues,
e.g., peer interests and locations, to further enhance the overlay
hierarchy performance.
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